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Outline

¥Architecture & System conÞguration

¥Performance evaluation

¥Intended Applications

¥Questions & Discussion



Overview

¥3rd on top500 with 51.87 TFlop/s

¥Blue Gene systems are top two at 91.2 
and 136.8 TFlop/s

¥ES is 35.8 TFlop/s

¥WorldÕs largest linux system

¥NASA Ames Research Center, CA



The Visual



System

¥P = 10,240

¥20 SGI¨ Altixª 3700 super clusters, each 
with 512 processors

¥Global shared memory across 512 
processors



Nodes

¥Each ÒC-BrickÓ has 4 Itanium¨  2 Processors

¥1.5 GHz, 32K L1, 256K L2, 6MB L3

¥2 FMAs/Cycle : 6.0 GFlop/s Peak

¥8GB RAM per C-Brick

¥1TB RAM per 512 P (20 TB Total)



Networks

¥In-node: SGÏ  NUMAlinkª3&4 (Fat-tr ee)

¥Bandwidth: 3.2GB/s or 6.4GB/s

¥Between-node:

¥InÞniBand switch (MPI)

¥10&1 gigabit Ethernet (user & I/O)

¥Pure MPI can only use up to 3 Altix nodes 
currently



Performance Evaluation

¥HPC Challenge Microbenchmarks

¥NAS Parallel Benchmarks

¥Multi-zone

¥Molecular dynamics

¥INS3D: Turbopump ßow simulation

¥Overßow-D



Microbenchmarks
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Figure5.DGEMM andSTREAMresultsonthree
typesof theColumbianodes.

thanprocessorinterconnect.Whenrun on a BX2b, per-
formance(5.75 GFlop/s)improved by 6% versusruns
on3700or BX2a,whichwereessentiallyidentical.

The mostimportantresult from the STREAM Triad
benchmarkis the precipitousdrop in performance go-
ing up from one processor. This is quite clearly due
to sharingof memorybandwidthwhenmultiple proces-
sorsare used. We will investigate this behavior more
fully in Section4.2. The STREAM Triad benchmark
showed1% betterperformanceon a 3700versuseither
typeof BX2. Nothingaboutpublishedarchitecturedif-
ferencesindicateswhy thismightbethecase.Theother
STREAM measures,Copy, Scale,andAdd, show simi-
lar behavior andarenot shown.

The HPCC-beff resultsare shown in Fig. 6. For
Ping-PongandNaturalRing, the latenciesareremark-
ably consistentbetween3700andbothmodelsof BX2.
The RandomRing latency test shows that as average
communicationdistancesbecomefurtherapart(aspro-
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Figure 6. Latency and bandwidth tests using
HPCC-beff onthreetypesof theColumbianodes.

cessorcountsincrease),the interconnectnetwork im-
provementsin theBX2 becomeapparent.

Bandwidthwascorrelatedeither to processorspeed
or interconnect,dependingon the locality of the com-
municationtested.On the Ping-Pongtest,wherethere
is somedistancebetweencommunicatingpairsof pro-
cesses,the interconnectusedplays a key role in the
bandwidth. In the caseof the NaturalRing, wherelo-
calcommunicationpredominates,processor speedis the
determiningfactor. In theRandomRing,wherethecom-
municationsare mostly remote,both processorspeed
andinterconnectshow effects for bandwidth.

4.1.2 NAS Parallel Benchmarks

Fig. 7 shows the per-processor Gßop/sratesreported
from runs of both MPI and OpenMPversionsof CG,
FT, MG, and BT benchmarkson three types of the
Columbianodes, ahorizontalline indicating linearscal-
ing. MPI versionsof the benchmarksemploy a paral-
lelization strategy of domain decompositionin multi-
ple dimensionsto distributedatalocally ontoeachpro-
cessor, while OpenMP versionssimply exploit loop-
level parallelismin a shared-addressspace.Theseap-
proachesare representative of real world applications
wherea serialprogramis parallelizedusingeither MPI
or OpenMP.

As wasseenfrom theHPCCmicrobenchmarksin the
previous section,the double density packingfor BX2
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Figure 7. NPB performancecomparisonon three
typesof theColumbianodes.
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Other investigations

¥Full apps

¥ÒStridedÓ microbenchmarks to investigate 
sharing

¥CPU Pinning

¥Compiler Versions



Conclusions

¥Paying attention to locality is very 
important on this machine

¥Try to get the newer nodes

¥Using InÞniband for very large runs 
requires multi-level programming

¥Explored scales only to 2048


