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ABSTRACT

Emerging large-scale scientific applications reguio access
large data objects in high and robust performaWé¢e.propose
RobuSTore, a storage architecture that combinesieracodes
and speculative access mechanisms for parallet anit read in
distributed environments. The mechanisms can eéffdgt

aggregate the bandwidth from a large number ofridiged

disks and statistically tolerate pear-disk perfanovariation.
Our simulation results affirm the high and robustfprmance of
RobuSTore in both write and read operations contpdoe
traditional parallel storage systems. For exanfplea 1GB data
access using 64 disks, RobuSTore achieves avemgbvitth

of 186MBps for write and 400MBps for read, nearkyahd 15x
that achieved by a RAID-0 system. The standardatievi of

access latency is only 0.5 second, about 9% oWtite latency

and 20% of the read latency, and a 5-fold improvenieom

RAID-0. The improvements are achieved at moderaist: ¢
about 40% increase in I/O operations and 2x-3xeg®e in
storage capacity utilization.

1. Introduction

Existing and emerging large-scale scientific amglans and
data-intensive applications require dramaticallyhler levels of
performance from distributed storage systems. These
applications involve accessing to massive dateecttins with
objects as large as 10 gigabytes, and sharing efetldata
collections for collaboration amongst hundreds oftmusands

of widely distributed users.

Distributed storage systems with both high and sbbu
performance are critical to these applications.otighout, we
use the termobustto mean low variation in data-access latency.
High performance is essential for these applicatitm access
their large data objects. These objects are isiteeof gigabytes
or even larger, so transfer rates of hundreds op#1Br even
multiple GBps are required to achieve interactreal-time data
accesses. Robust performance is important for haotbr
interaction and resource scheduling. Distributedagte systems
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are essential to provide high performance accedsuiodreds of
or thousands of distributed users concurrently.

One major challenge for distributed storage systsnper-disk

performance heterogeneity and variation. Firstfediht sites
may have quite different disk types, which may leadifferent

performance. Furthermore, performance may varysayiach as
100-fold even for the same disk type dependingawhe status,
disk layout, physical contiguity, and disk headkseg distance.
Finally, since distributed storage systems are llysshared by
many users, the dynamic competitive workloads teatynamic

network and disk access behaviors. With such hagdreb

heterogeneity and variation, simple parallel steraghemes
cannot perform well, even with replication.

We propose new storage architecture RobuSTore, hwhic
combines erasure coding and speculative accesggthéo.
RobuSTore uses erasure codes to add symmetricdadey for
striping; with such layouts, clients can use spative parallel
access and decoding of the fast-returning blockstb increase
performance, and reduce performance dependenceamylers
(lower variability). As a result, RobuSTore carfigéntly
aggregate large number of distributed storage dewvia deliver
robust, high access performance.

Our main contribution is in three folds. First, weopose the
RobuSTore idea that combines erasure codes andilafiee
parallel disk access to improve data access pediocsand to
reduce disk performance variation; Secondly, welyaeathe
different choices for erasure coding and specidatcess,
providing a guideline for the RobuSTore implementat
Finally, we model different parallel storage syssemand
evaluate them using detailed simulation to provedignificant
performance advantages of RobuSTore.

The remainder of the paper is organized as folloWwsSection
2, we describe the problem and the assumptionstioBe8
presents the RobuSTore approach and describesotineSRore
design choices. We evaluate the RobuSTore appingsaction
4. In Section 5 and 6 we present the related wawkymarize
the paper and discuss the future work.

" Huaxia Xia is now affiliated with Google Inc., 1B0Amphitheatre
Pkwy, Mountain View, CA 94043, USA. Email correspence:
huaxia@google.com.



2. Background

The problem we are solving is how to achieve rolaumst high
storage performance in distributed shared systemkifge data
accesses. High performance means high access lfihdwr,
low access latency for a fix-size data object. Rbu
performance means low variation of access latency.

Our study is based on the following facts: largembar of
distributed clients, high variation of per-disk fmemance, large
data objects with rare update operations, abunstanage and
network resources, and advanced coding theory.

The first two facts make our problem challenging. Support
large number of distributed clients, the storaggteay needs to
be a large distributed one to allow concurrent Highdwidth

accesses. In distributed shared storage systemsdigke
performance may have high variation due to therbgeeity

and shared accesses. This disqualifies the singoi@l@ local

filesystems as the solution. Figure 1 shows an gi@depicting

the limitation of simple parallel filesystems. metexample, two
replicas of an eight-block file are striped acrfms disks and a
read operation needs to get at least one copydon ef the
eight blocks. However, due to the performance viana the

parallel read has to wait for the blocks from thmwvest disk.

This leads to both high access latency and higtatiam of the

latency.
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Figure 1.Conventional Parallel Storage. The four disks have
different performance, with two replicas of eight Bocks.

The other three facts allow us to explore new teghes for the
solution. Derived from data-intensive scientifiqgipations, our
workloads are dominated by write-once and read-achesses
in the size of gigabytes each. Further, new teduies have
been improving network bandwidth, CPU speed, ansk di
capacity rapidly, so that we may trade these ressuior robust
and high performance. For example, the low-costicapt
transmission and Dense Wavelength Division Muliiplg
(DWDM) technique enables individual fibers to cat§O’'s of
10-Gbps “lambdas”, providing wide-area networkshwgrivate
10Gbps or even 40-Gbps connections [1, 2]. CPUedpe
doubles every 18 months and disk capacity doublesyel2
months [3]. Finally, the recent research on erasodes [4, 5]
suggests that LDPC codes can achieve high codingviidth
and near-optimal coding efficiency.

Erasure codes are a large set of coding algorittivas use a
software-based approach to add data redundancyefiable
data transfer [4-8]. In general, an erasure codasforms a
message of K symbols into a message with N (N>)tys in
such a way that the original message can be reedvieom a
subset of those symbols. In coding theory, N ikedalode word
length The ratio of K/N is called theate of the code, denoted R
(0<R<1); the ratio of the redundant datadsgree of data
redundancydenoted as D = N/K —1 = 1/R —1. Special cases are
therateless codesvhich can transform K-symbol messages into
a practically infinite number of code symbols. Anmert
important attribute isreception overheadwhich defines the
reconstruction efficiency. An erasure code has peéoe
overhead ofe if (1+e)K encoding symbols are required to
reconstruct the original K symbols. Codes with zezoeption
overhead are called optimal codes; and those wetly gmall
reception overhead are called near-optimal codesode with
lower reception overhead requires a smaller nurobsymbols
for decoding; however, it usually has a higher @osEPU time,

as we will show in this paper.

3. RobuSTore Approach

In this section, we present the RobuSTore ideaoofibining
erasure codes and speculative access and explan thif
approach is feasible and why it can improve read wamte
performance, both robustness and bandwidth.

3.1 RobuSTore Idea

The key idea of RobuSTore is to combine erasuresahd
speculative access to aggregate a large numbeiswibdted
storage devices. RobuSTore uses erasure codes do ad
symmetric data redundancy, and stripes the codéal lWacks
across a large number of distributed disks. Witbhslayouts,
clients can speculatively write and read the cobktks in
parallel and complete the access using the fastred blocks.

Erasure codes provide high flexibility on data ascéirst, they
introduce symmetric data redundancy. An erasure e cod
transformsK data blocks intdN (N>K) coded blocks. The coded
blocks contain symmetric data information in suclvay that
the original data can be recovered from a flexghlbset of those
blocks. Some near-optimal erasure codes, such aotés [4],
allow the reconstruction using any @k-coded blocks,
providing significant higher data read flexibilithan plain-text
replication. Another important feature of LT codssrateless
encoding. Rateless erasure codes can generatectcaha
infinite number of coded blocks; statistically, asubset of these
blocks of a certain size will provide the same leok data
redundancy.

RobuSTore uses speculative access to exploit #sier coding
flexibility. The basic idea of speculative accessoi initiate read
or write requests for more data blocks than neéded a large
number of disks, to wait for the requests to becessed in
parallel by the disks, and then to cancel the rsiguence
enough blocks have been confirmed as completed. The
speculative access for writes and reads are sliglifferent. To
write a K-block data and use a factorl ofl >1) spaces, writing
clients would first encode the data into N' bloeksere N'+ K,
exploiting the rateless feature of the erasure otleey would
then send requests to many disks and transfer colbefs to
them in parallel, then cancel the ongoing writimice® N# K
blocks have been confirmed as written successead the data,



reading clients would request all the blocks frdra tlisks, then
continue receiving them in parallel until enouglodils have
been received. Benefiting from the decoding fldiigi clients
can then reconstruct the original data using the e€ early-
returning blocks.

At a high level, our approach is trading storagacspand
network bandwidth for low and robust access lateridyis is
valuable because many large-scale applications helagvely
plentiful storage space and network bandwidth, kovd and
robust access latency is more difficult and morgartant to
achieve.

To give a quantitative sense of how much flexipilgrasure
codes provide, we theoretically analyzed the nundfdslocks
required for data reconstruction in both erasumedoschemes
and plain-text replicated schemes. We cite the losian here
and present the full analysis in Appendix. Assuneehave a K-
block file and use four times its storage spaceislhg a plain-
text replicated scheme, each block has four copngsat least
one copy for each block should be retrieved tomstact all the
data completely. The probability of successful retauction
with M random replicated blocks is:
,1 N
P(M) = aK (- K K

M i (I
In contrast, if we encode the K blocks into 4K l®asing a
typical LT code in which the average encoded-nodgrek is
about five, we can reconstruct the original daterfiM random
coded blocks with the following probability:

K K :
RM)= ()™

In practice, about 3K blocks are needed in a rafgit scheme
versus about 1.5K blocks in an erasure-coded sch@ee
Figure 2).
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Figure 2.Cumulative Probability of Reassembly of Original
Blocks. Assume there are N=1024 original blocks artD96
coded or replicated blocks.
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Figure 3.Advantage of Using Erasure Codes and Speculative
Access. The four disks have different performanceAssume
eight original blocks are encoded into sixteen codeblocks.
By combining erasure codes and speculative acBednjSTore
can tolerate late-arriving blocks and reduce thgeddence of a
request on any individual disk, and hence achi@mist and
high performance. Figure 3 provides an examplediegi this
advantage in read access. In the example, an leligtk-of data
is encoded into 16 blocks which are spread across disks.
We assume the data reconstruction needs eight cloldedts,
although the number could be slightly larger if wee near-
optimal erasure codes. Read clients first sendestquo all four
disks for all the blocks. The disks then transfer tata blocks
back to the clients at different speeds. Once tieats receive
eight blocks, they cancel the rest of the accessesnstruct the
original data, and complete the access with a higirage
bandwidth. Furthermore, if any of these first eigifocks are
lost or delayed due to any reason, the clients orgd to
receive one more block and complete the overalessavith
only slightly longer latency.

3.2 Accesses in RobuSTore
We explain the access procedures of write, read,ugulate in
RobuSTore briefly.

Figure 4 depicts the basic write and read procesdes write

operations are in dark circles. In step 1, cliditd access the
metadata server to open the file, and plan laybased on disk
map information and application QoS requirementse €lients
then encode the data to generate redundant codelisbland
transfer the blocks to the selected servers inllpar® the

encoding, shown as step 2 and step 3 in the figdmee enough
data blocks are committed to the servers, the tslieancel the
uncompleted write operations, register the datacsire with

the metadata server, and close the file to comptetewrite

access.
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Figure 4.Write and Read Processes in RobuSTore. Dark
circles: writes; white diamonds: reads.
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The right side of Figure 4 depicts the read pracEse numbers
with white squares in the figure show the stepséquence.
Similar to the write access process, read accesses from

queries to the metadata server, from which cliebtain storage
server information, data structure and locatiomrimfation, and
any required locks. To read, the clients requéstagled blocks
from servers and decode the received blocks inliparaVhen

enough blocks have been received, the decodinghfisiand the
original data are reconstructed. At the same tiowtstanding
requests to the storage servers are cancelledlly;ithe close
function notifies the metadata server, releasiragl rliocks and
bandwidth reservations on the storage servers.

Update operations are rare in most data-intensoiensfic

applications and are not our focus in this disserta a neat
mechanism is still needed to deal with these omerat In

RobuSTore, if optimal erasure codes are used, dmgnminor
modification may cause the change of almost all ¢bded
blocks; however, if near-optimal erasure codes wsed, the
change to one original block only affects a limitedmber of
coded blocks. For example, in the bipartite codingph of LT
codes with 1024 data blocks and 4096 coded bldbksaverage
degree of data blocks is about 20. In order to gbaane
original block, we need to update at most 20 cobketks,

which is about 0.5% of the total encoded data.

The complete update process is as follows. Thatslifirst get
data location information from the metadata serérey can
then examine the coding graphs and figure out wiuctied
blocks should be updated. Next, they regeneratsettamded
blocks, and spread them out to remote disks (noéssary for
the disks that store the old coded blocks). Finate clients
notify the metadata server about the updated blackk notify
the disks to delete the obsolete coded blocks.

3.3 RobuSTore Design Choices

There are many choices for the design, implementadind
configuration of a RobuSTore system. Different cksi have
significant impact on the system performance. Wseuhis the
critical choices for both erasure coding and spmoig access.

3.3.1 Choices of Erasure Codes

To deliver high and robust performance on thousasfdsard
drives, we need erasure codes with low recepti@h®ad, low
computation overhead, and long code words. Low ptéme
overhead means high coding efficiency, i.e., onlysraall

number of coded blocks are enough to reconstrucotiginal
data. Low computation overhead allows high bandwidata
encoding and decoding so that we can use an oyd@oanputer
with moderate-speed CPU as a RobuSTore client.dé edgth a
long code word can generate a large number of cbhtterks,
which brings two benefits to RobuSTore. First, Itows

RobuSTore to stripe the encoded data blocks aonasy disks
and to retrieve them from many disks in parallelrtRermore,
long code words allow splitting the original datatoi more
finely grained blocks, which brings more data asdéxibility.

These three features cannot be optimized at the same. It is
therefore important to choose proper coding algoré and
proper coding parameters.

Optimal erasure codes achieve perfect coding effmy, but
they have a high CPU overhead when using long eantds. A
rate-R optimal code transforms the original K-blatkta into
N=K/R blocks in such a way that any K-coded bloskffice to
decode the original data. This optimal coding éficy implies
that the information about every original blockmfgled into at
least N-K+1 coded blocks, since otherwise we aaah i coded
blocks that are not sufficient to reconstruct thiginal data.
Hence, on encoding, every coded block should bergéed by
computing at least K(N-K+1)/N original blocks orea&ge, and
on decoding, the reconstruction of every origiratk will need
to compute at least K(N-K+1)/N coded blocks on ager
Considering N=K/R, the encoding time is at least:

N K(N- K)/ N= K(N- Ke %KZ

and the decoding time is at least:
K K(N- K)Y/N= RK(IN K- * RK

Both encoding time and decoding time is quadrati&i(and

thus also quadratic in N). Hence, the encoding decbding

bandwidth is inversely proportional to K. For exdejpwe

implement an instance of Reed-Solomon codes andites
performance of encoding and decoding 16 MB dataciwis

shown in Table 1.

Table 1. Coding Bandwidth of Reed-Solomon Codes.
Tested on 2.4GHz Intel Xeon.

K(# original| N(# coded| Enc Bandwidth| Dec Bandwidth
blocks) blocks) (MBps) (MBps)
4 8 112.2 99.5
8 16 53.3 60.8
16 32 26.8 31.3
32 64 13.7 15.9

Near-optimal erasure codes make a good trade-dffidem
reception overhead and computation overhead. Tleeyine
only a few more than optimal coded blocks for restnrction,
but can usually support long code words with low UCP
overhead. For example, LT codes [4] use sparsethigaoding
graphs in which each coded block is the parity dew data
blocks. Assuming the average degree of coded bkak we



need ¢-1 XOR operations to recover each data block. dfeh
are K data blocks, a successful decoding requirasgach data
block is covered by at least one of the receivediedoblocks.
Since each coded block can only cover abqutaddom data
blocks, the minimum number of coded blocks requifed

reconstruction is:

(1+K/(K-1)+K/(K-2)+...+K) / d. = KInK /d,

To achieve good reception overheagdskould be close to kK
In another word, the decoding bandwidth of LT ipmaimately
inverse proportional to K

Among different near-optimal erasure codes, LT soale most
suitable for our system for a number of reasonstRhey are
rateless, which allows redundancy to be decoupleah fother
system-design issues, such as the number of stmagyers
used, and also allows adaptive writing. Second,cbd@les use
only one level of bipartite structure and block-X®@Rerations,
so that they can be implemented with high codirrgubhputs.
Third, their structure allows the coding procesbécverlapped
with data /O, effectively eliminating the criticglath time of
coding.

Considering these factors, we chose LT codes with28~1024
and N=512~4096 in RobuSTore. In our previous w@k jve
optimized the LT design and tuned the implementatithe

decoding bandwidth of our LT implementation is abou

400MBps with less than 0.5 reception overhead om ANID
Opteron processor.

3.3.2 Choices of Speculative Access

During the speculative access, RobuSTore tradesibedant
disk and network resources for better performahimevever, it
is important not to use the resources abusively.dieuss the
choice of number of disks and the degree of datandancy.

The number of disks should be decided by total sxce

performance requirement and estimated per-disk Joiitiol
When we stripe the data to multiple disks, we caitevand read
the disks in parallel to aggregate the performaricenultiple
disks. Therefore, the number of disks should béess than the
expected total access bandwidth divided by the ameerdisk
bandwidth. For example, if the average remote dmkdwidth
is 20 MBps, we need to access about 64 disks twagata client
network with 10 Gbps (1.2 GBps).

The choice of data redundancy is a tradeoff betweete and
read performance. Data redundancy affects bothwihing

performance and the reading flexibility. First, lég data
redundancy means to generate and write more cddekishinto
the storage system, leading to lower writing perfance. On
the other hand, more coded blocks provide highedibility in

choosing which blocks to read, which allows Robu®Tto
better adapt to disk performance variation and exghihigher
read performance.

A good choice of data redundancy should be banebugh to
allow each disk to have enough blocks to send duairread
access. For example, as depicted in Figure 5(a@nwie write
data into many disks, a different number of bloakes written to
different disks due to disk performance heteroggnéissume
there are H disks (here H=8), and didkas bandwidth . The
average writing bandwidth, then, is:

If the data redundancy is D, the total number afetbblocks is
N=(D+1)K. The amount of data written to disls then:

Fiw:Blwa :Bw va__ i\l&
HxB, H B,

When clients speculatively read the data blocks, diinamic
disk performance might be quite different from whatad been
when writing the data, as depicted in Figure 5fgsume disk
has bandwidth B then the average reading bandwidth is:

Numbear
of Blocks
A

= Block Written

1 2 3 4 5 & 7 & DiskiD
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Figure 5.Tolerate Dynamic Disk Performances.

Non-optimal erasure codes have positive recepti@rheade,
meaning that they require (&K coded blocks to construct the
K data blocks. If there are enough blocks on ewdisl to read,
the amount of data read from disére:

K+te) Kl+e),
HX@ — H®

Fo =B XT =R

To guarantee every disk has enough blocks, thewviallg
should be satisfied:
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When the number of disks is large, statistical theells that
B, @B, - Therefore, the required data redundancy is:

D=(1+e) >tmaxi -1
LEitH B

B;//B,y, is the performance variation of each individuakdi

The performance variation of hard drives may béoufactors in
the tens of or even hundreds with the existencelifdérent
access contentions. This is a strict boundary oh@yever, a
very large D is not required in practice. Firstjsitrare for the
disks to be that heavily loaded since we alwayscsehe most
lightly loaded disk upon which to write new dataydacan
usually achieve reasonably high,BSecond, if only a few disks
have insufficient number of blocks to read, theyl not have a
significant impact on overall performance.

In a specific case, if we write same amount of dateach disk,
i.e., k, = N/H, then we can get the following using a samil
analysis process:

D =(1+e)max@, /B ) -1

In the next section, out experiments show that dedandancy
of two to three is enough to provide the best perémce.

4. Performance Evaluation

In this chapter, we study the advantages of RobuSTBeer

traditional parallel storage schemes. We evaluagse storage
systems using detailed software simulation, andulsitea the
systems across a wide range of configurations,udich

different numbers of storage devices, network prigse and
degrees of data redundancy.

4.1 Experimental Design

In this section, we describe the storage schenmresofaparison,
simulation design, metrics, workloads, and expenime
configurations in detail.

4.1.1 Storage Schemes for Comparison

We evaluate the RobuSTore scheme by comparingaiinsig
conventional parallel storage schemes. The conwesilti
schemes are RAID-0, RRAID-S, and RRAID-A, which are
different from RobuSTore in terms of the data layou
mechanism or access mechanism.

Data Layout and Redundancy: Possible data layout
mechanisms are depicted in Figure 6: (1) split daga into

blocks, and distribute them to many disks; (2)tgpk data and
distribute the blocks with replication; (3) splitet data, encode
the blocks, and distribute these redundant codeckblto many
disks.

{b) Erasure-Coded Data M

7] [2] | as) |7
(c) Non-Redundant Layout  (d) Replicated Layout  (e) Erasure-Coded Layout

Figure 6.Data Layouts. 8 data blocks; 1x data redundancy
in replicated and coded layouts.

{a) Original Data E%E

Access Strategies:Possible data access strategies are shown in
Figure 7: (a) speculative access, i.e., requesinedaht blocks at
once in the beginning of the access and cancektiigests once
enough blocks have been received; (b) adaptivesacgewhich

the client dynamically requests the unreceivedsyte

0-3 25 4-T 5~1(— Initial Requests ——» g.q 2.3 4-5 6T

Adaptive Requests 3 7
lElleA ol
/ 67| BI7|
] 4| | 5i7) @il
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(a) Speculative Access (b) Adaptive Access
Figure 7.Access Mechanisms. Disk performance is varied.

We evaluate the following four combined schemesRAID-0:
No data redundancy + speculative access; (2) RR&ID-
Replication + speculative access; (3) RRAID-A: Reglon +
adaptive access; and (4) RobuSTore: Erasure coding
speculative access.

4.1.2 Simulator Design and Configuration
We simulate an environment with one client and $&8age
servers connected by wide-area networks.

Each storage server is simulated using one Disk§ifj
process. DiskSim processes are configured to ldifferent
disk-level block layouts and background workloadshs that
individual disk performance varies from 0.52MBps5@MBps.
This represents the performance variability in satistributed
storage environments with many sources of varigbilas
discussed in Section 1.

The virtual client models all other overheads foetadata
access, server connection, network latency, ancklidecoding.
The metadata access and server connection are esssartake
constant time; network latency to each server isfigared
constant from 1ms to 100ms. For block decodinmgesiit can
be pipelined with data receiving, extra latencyisy incurred
for decoding the last block; we model it as a canstc ms
overhead. We assume sufficient network bandwidith @RU
power.

In the experiments, we study the four storage selsefRAID-0,
RRAID-S, RRAID-A, and RobuSTore) along five system
parameters: number of disks, data size, block simtwork
latency, and degree of redundancy. In each expetimve vary
only one parameter, and compare to a fixed baseliibe
baseline is a typical SAN configuration: to acc&€3B data
from 64 disks, 1ms network round-trip time (RTTMR block
size and 4x data redundancy, except for RAID-0 Wiitvays
has 1x data redundancy.



4.1.3 Workloads and Metrics

Since our focus is on supporting the needs of agfitins with
large workloads [11-13], we use synthetic workloadih
sequences of large-size accesses. In these apigatach data
object is from 100s of MB to 10s of GB, and witle thotential
to increase to 100s of GB or larger in the futuMée study
access performance for single 128 MB, 256 MB, 512, khd 1
GB accesses. Data objects larger than 1 GB arempegsto be
accessed by multiple 1 GB accesses. There are tuatth
sequences and write sequences accesses and ssquétice
mixed read and write operations.

Moreover, to simulate disks shared by multiple agapions, we
generate competitive background workloads for edisk. The

background workload is a sequence of random aceessging

in a certain interval. By varying the interval dfetbackground
workload, we can simulate different degrees of dis&ring.

In our experiments, we measure RobuSTore and other
conventional storage systems in three metrics.

Variation of Access LatencyA critical RobuSTore goal is
robust performance, i.e., minimum performance vara We
formalize this for access latency by computing ttendard
deviation over a set of one hundred accesses. &ligtusmaller
standard deviations correspond to higher degreesbofstness.

Access Bandwidthwhile robust performance is the major goal
of RobuSTore, we must also maintain high accesdviaith for
the requirement of accessing large datasets. THhigerkl
bandwidth for a single read or write is the origidata size
divided by the access latency, including connectitisk, data
transfer, and coding time. We interpret access Wwatit to be a
measure of delivered performance correspondingitagoal of
“high performance”.

1/0 Overhead:The benefits of aggressive access to redundant
copies can yield performance benefits, but it alscreases
network and disk I/O costs. We measure this ina@a& cost
using the ratio between the additional bytes seet aetworks
and the original data size:

Bytes sent over networks - Original daiae,
Original data size
Note that the bytes sent over networks may be rtiae the

bytes read from disks if some bytes are read ftoarfitesystem
cache.

I/0 Overhead =

We measure both read performance and write perforenin
these three metrics.

4.2 Experiment Results

We simulate the four storage schemes over fiveigorsdtion
dimensions. Due to space limitation, we only shtve
comparison in various degrees of data redundaneyvay data
redundancy from 0 to 900% (10 times the storageespased)
to simulate its performance impact. Because thelR&kcheme
always has zero redundancy, there is no curve AJDFO in the
following graphs; its performance is representedtly zero-
redundancy point in RRAID-S or RRAID-A.

First, we show the results of write accesses infei@. In the
schemes of RAID-0, RRAID-S, and RRAID-A, a write
operation uniformly writes the same number of btk each

disk, the write bandwidth is very low because iinsted by the
slowest disk. RobuSTore achieves much higher batttvgince
its speculative writing can efficiently utilize tloapability of all

the disks. As shown in Figure 8(a), when the datlundancy is
300%, the write bandwidth in RobuSTore is about VaBps,

while RRAID-S and RRAID-A only deliver bandwidth af.5

MBps. It is 30 MBps for RAID-0 (with zero redundafc
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Figure 8.Write Performance vs. Data Redundancy. RAID-0
is at the zero-redundancy point.

The standard deviation of write latency is morenti® times
better in RobuSTore than in RRAID-S and RRAID-A saswn
in Figure 8(b). For example, when the data reducg&300%,
the standard deviation is 0.5 seconds for RobuSaarck 6.4
seconds for RRAID-S and RRAID-A.

The 1/O overhead in write operations is proportlota data
redundancy because a write operation needs to ewdey byte
of the redundant data. RobuSTore may incur sligimtigre
overhead due to the usage of a speculative writisghanism,
as shown in Figure 8(c).
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Figure 9.Read Performance vs. Data Redundancy, with
Unbalanced Data Striping in RobuSTore.

Next, we study the follow-up read accesses. In Rdlmue,
speculative writing may cause unbalanced dataistripcross
multiple disks. RAID-0, RRAID-S, and RRAID-A have rsuch
issue since they always use balanced data striping.

The simulated results are depicted in Figure 9.uif€ig9(a)
shows that higher data redundancy leads to higlead r
bandwidths in all the storage schemes. RobuSTdiesde must
higher read bandwidth than RRAID-S and RRAID-A, epc
that RRAID-A with very high redundancy can also iasl
similar performance. At 3x redundancy, RobuSTorévees
about 400MBps bandwidth; while RRAID-S and RRAID-A
only achieve 117MBps and 228MBps respectively, RAID-0
has only 31 MBps.

Figure 8(b) shows that RobuSTore achieves the lpsteadard
deviation of latency. In RRAID-S and RRAID-A, thanation
comes from disk speed, intra-disk block orderimyRRAID-S),
and inter-disk block mapping. When they use higdeta
redundancy, their robustness will potentially suffess from
disk speed variation and inter-disk block mappinghile

suffering more from intra-disk block ordering. RAID only
suffers variation from the slowest disk. Due to tdoenbination
of these factors, RRAID-S and RRAID-A with small
redundancy have worse robustness than RAID-0, aaduglly
get better as redundancy increases. In RobuST®feng as the
fast disks have enough data blocks, they can hielslow disks
effectively. It needs only 1x~2x data redundancylain most
of this robustness benefit. When data redundaneyore than
2x, the standard deviation of latency is only ab@5t seconds,
or 25% of the average access latency.

The 1/0 overhead results are shown in Figure &&ID-0 has

no speculative access, so it incurs no additionats¢ and has
zero 1/O overhead. RRAID-A costs just a little Iibore than
zero overhead, as it only generates additional ssesewhen
they are clearly needed. When data redundancy cieased,
both RRAID-S and RobuSTore increase the requesital size
in proportion. For RobuSTore, the access is coragleis long
as a certain number of coded blocks are receivedhes final

I/0 overhead is mainly decided by the receptiorriosad of LT

Codes. However, in RRAID-S, high data redundanty the

client receive more duplicated data blocks, leadmgigh 1/0

overhead up to 200%.

To make the comparison fairer, we also study thbuSdore
read access with balanced data striping. In thég,c&obuSTore
uses exact same amount of per-disk spaces with BFfSA&nd
RRAID-A.

The results are depicted in Figure 10. For Robu&Ttne
bandwidth increases
performance when the redundancy is higher than 200%
RRAID-S and RRAID-A benefit less from high redundgn
because their structured data replication canneptatb read
more blocks from the faster disks as flexibly asRimbuSTore.
The variation of RobuSTore access latency, as shovrigure
10(b), is the least among the four storage scheRigsre 10(c)
shows that RobuSTore has about 50% I/O overheadathee
requirement of extra blocks for decoding, similarthe results
in Figure 9.

4.3 Summary of the Evaluation

The simulation results show that RobuSTore providest
performance in terms of access bandwidth and robast and it
only incurs moderate overheads. For example, tteviGB data
with 3x redundancy on 64 disks, RobuSTore achiégé/Bps,
which is six times of RAID-0 (with zero-redundancghd 25
times of RRAID-S/RRAID-A; the standard deviation lafency
is only 1/13 of RRAID-S/RRAID-A. To read 1GB datain 64

disks, RobuSTore achieved an average bandwidthvexf 400
MBps, nearly 15x that achieved by a baseline RAIBeBeme.
At the same time, RobuSTore achieves standard timviaf

access latency of only 0.5 seconds, less than 25#ectotal
access latency. The RobuSTore 10 overhead is d&8%t and
storage space overhead is 2x—3Xx.

rapidly and approaches the best
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Figure 10. Read Performance vs. Data Redundancy,

with Balanced Data Striping.

5. Related Work

There has been a wealth of related work on didgeibstorage
and performance aggregation of multiple disks. RA18] and

parallel file systems ([15-18], etc) aggregate iplét disks,

addressing the performance and capacity limitabbrsingle

disks or servers. They assume uniform arraysooége devices
in a SAN or LAN environment, without consideratian

dynamic performance variability in distributed enwviments.
Some peer-to-peer file sharing systems ([19-21)) ehprove
access performance by speculatively fetching froassively
replicated data copies. However, the massive rpdic is

expensive in terms of storage overhead and accbsslsling.
Further, these systems focus on the shared internete per-
node network bandwidth is as low as 1-10 megabits/s

Numerous storage systems [22-26] exploited erasades in
their design. However, most of them are focused data
reliability and availability instead of robustnessbandwidth.

A few recent distributed storage systems focused
performance aggregation of heterogeneous diskdin€ahnd

on

Plank [27] studied the usage of Reed-Solomon Caddd DPC
Codes to improve the bandwidth of wide-area stosagtems.
However, they assume slow shared networks, banhsviet
10MByte/s, and small number of blocks (M0), and they
concludes that Reed-Solomon Codes perform bettn tr
equal to LDPC codes. In contrast, we focus onoperénce
robustness as well as bandwidth; we design RobweSfborhigh
bandwidth wide-area networks (>10Gbps), and expdoreuch
wider array of design choices in data coding patarse
redundancy, layout and access.

Lumb et al. proposed D-SPTF protocol [28], whichnca
dynamically select a replica server to serve eaehl request.
Our analysis and evaluation in this paper showsrtication-
based scheme is less effective in adapting to pedoce
variation than erasure-code-based scheme.

Wu et al proposed adaptive resource selection (AfrSB)istic
algorithm for load balancing the servers [29]. Bging
replicated or erasure-coded data blocks, theigdesan flexibly
choose servers to read and write, which most glasslembles
our work in spirit. Our paper explores the probliena number
of different aspects: we study the advantage ofueeacoding
over replication; we analyze the choice of erasodes and the
proper data redundancy; we assume each server tcaa s
multiple data blocks instead of single block, whiptovides
finer-grained load balancing; and our speculativeceas
scheduling is slightly more expensive but more ifiex than
ARS scheduling.

6. Conclusions

We propose the distributed storage architectureuBdbre for
high and robust storage performance in distributed
environments. Achieving high and robust performarine
distributed storage systems is an important opeseareh
challenge. Traditional network filesystems or logzdrallel
filesystems cannot satisfy these requirements. pemtormance
variation of the individual disks is the major dode facing
current systems. We propose the RobuSTore ideddiess this
issue. RobuSTore combines erasure coding and speeul
access mechanisms for high and robust storage rpenfice.
The erasure coding mechanism encodes the origatal idto
fragment blocks with symmetric redundancy, allowfiexible
data striping during write accesses and flexibletada
reconstruction during read accesses. The specelaocess
mechanism fully utilizes the available disk bandi to
read/write redundant fragment blocks from/to hejereeous
distributed disks. We then discussed the critiedigh choices
for erasure coding and speculative access, whieh gaidelines
for the RobuSTore implementation.

We compare the performance of RobuSTore with three
traditional parallel storage schemes and see @rperi
performance from RobuSTore in both write and reecksses.
For example, for a 1GB data access using 64 digksrandom
in-disk data layout, RobuSTore achieves averageliaith of
186MBps for write and 400MBps for read, nearly 6 al5x
that achieved by a RAID-0 system. The standardatievi of
access latency is only 0.5 second, about 9% oWtite latency
and 20% of the read latency, and a 5-fold improvenieom
RAID-0. The improvements are achieved at moderatst: ¢
about 40% increase in /O operations and 2x-3xe@mee in
storage capacity utilization.



We would remind the audience about the limitatioofs
RobuSTore again. RobuSTore is not a general st@gstem;
instead, it is for accessing large data objectsvbith update
operations are rare. On homogeneous storage custtr no
shared access, RobuSTore is not better than traditparallel
file system due to the reception overhead of emsuades,
which will reduce the bandwidth for up to 30%.

While we believe that we have made significant gbations,

more advances can be made to improve the Robu3iEsign
and performance. First, we need erasure codesithigar that
can deliver higher coding bandwidth to match théwonek

bandwidth increase. We achieve around 600 MBps diego
bandwidth with 50% reception overhead using LT Gode 2.8
GHz AMD Opteron Processor. This is about 7 Gbpsvost

utilization. Higher coding performance may be aehie by
more efficient erasure codes, parallel coding dtlgors, or
dedicated coding hardware. Admission control istla@otopic
that can complete the RobuSTore design. It is itapofor QoS
guarantee and efficient resource sharing.
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Appendix

To better understand the advantage of erasure-cscleeimes
over replicated schemes, we analyze the numberladk®
required for data reconstruction in each schemeneté
problem description: Assume we have N original kipand we
transfer them into 4N output blocks using eitheglication or
erasure coding. Now randomly permute the 4N blodkhat is
the probability that we can reassemble the origimhatks using
the first M output blocks?

Al. Plain-text Replication

The problem is equivalent to the following:

Given: 4N balls with N different colors (four balls peolor);
randomly pick M balls from them

Want: probability of at least one ball per color.

Assume the number of M-ball sets to have at leastlmall per
color is F;(N). Then we have:

Fu(N) = (All sets) — (sets with less than N colors)
4N N1 N

= - . FM (I)v
I

=0 if a<b)
Mg

(Let a
b
We will prove the following using induction:

A ENy= e N4
i1 i M
First, since there are only 4 balls per color, \&eenh
Fu(N) =0, if N<M/4,
which satisfies (A.1).

Now we assume (A.1) is satisfied for any numbes liggan N,
then:
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So (A.1) also fits for N.

Therefore, the probability of picking M balls tocinde at least
one ball per color is:

N 4i
. .
p(M):FhZE\IN): (_1)N-‘%
i=1
M M

A2. Erasure-Coded Case

With parameter of C=1.1 and=0.5, the average output-node
degree in the LT coding graph is about 5. To sifiyphe
analysis, we assume that all output nodes haveedegrand
their neighbors are independently randomly selefitan the N
original blocks. The number of blocks to reconstrihe
original N blocks is about the number of blocks who
neighbors include all the N blocks. So the proligbihat M
coded blocks are sufficient is the probability tB&t neighbors
can cover all the N original blocks. Using similaduction as
in above section, we can prove that:

N N i
ROM)= (D" (™



